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Introduction
This short course is designed to introduce the core concepts of mathematical modelling and how it can
be used to study biological systems. You do not need to have any strong background in mathematics,
but an appreciation of logical reasoning will help considerably. The technical jargon used during the
course may be unfamiliar to you - I will try my best to introduce this as needed, but please ask me if
there is anything that I have not made clear.

Prerequisites
This course has no prerequisites, though some familiarity with basic programming would be useful.

Course content
This course will cover
• Development of mathematical models
• Simulation of models using xppaut
• Writing code to solve models
• Phase-space analysis and predictive modelling

Course outcomes
At the end of this course, you will be able to
• Interpret terms in mathematical models
• Simulate these models in an appropriate numerical environment
• Write efficient code to simulate systems
• Analyse simple models and develop predictions using bifurcation theory
• Develop your own mathematical models
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Today’s objectives
In the first session, we will cover:
• An introduction to mathematical modelling
• Using xppaut to simulate systems
• Our first model - the Brusselator
• Neural modelling
• Population modelling
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Introduction to mathematical modelling

Before teaching you how to develop, simulate and analyse mathematical models, I should first tell you
a bit about what they are and why you might want to use them.

What is a mathematical model?
Essentially, a mathematical model is a set of equations that describe the way a specific system behaves.
This doesn’t have to be biological in nature - a classic example of models that we have all come across are
ones used in weather forecasting, particularly fitting given our proximity to the Met Office. In weather
forecasting, super computers perform large scale simulations to predict what the weather in the future
will be.

Figure 1: Example weather forecast, focussed on Europe and the UK1 .

If the thought of equations scares you, don’t worry - a lot of the analysis will be done without
having to spend much time looking at equations, though it is useful to be able to understand how these
equations are constructed. The most general form of a mathematical equations is
dx
= ẋ = f (x, t).
dt
In this equation, x represents one or more variables that are important. For example, in weather models,
this might be temperature, precipitation risk, humidity etc. The term of the left of the equation is a
time derivative, which is the rate of change of those variables. The right hand side of the equation is a
general function that may depend on the current state of the system and may itself be time dependent.
It is the role of mathematical modelling to find a good functional form for f for the system in question.
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How are mathematical models developed?
Broadly speaking there are two types of modelling approaches used in biosciences:
Biophysical (bottom up) The equations in these models quantitatively describe true biophysical
processes that take place in the system of interest. Examples of this include gene transcription, the
movement of ions across a plasma membrane, lung mechanics and metabolism. Each of these processes
is essentially governed by physical interactions, and we can write down equations that govern these.
Upon combining them all together, we arrive at the biophysical model.
Parameter values, such as reaction rates can be obtained via experiments, calculated from first
principles or inferred from data using parameter estimation techniques. Biophysical models tend to be
quite complex in nature, limiting the analysis that we can perform on them. However, they can provide
very accurate representations of the real world system.
Phenomenological (top down) These are abstract models that only try to qualitatively capture
observed behaviour in a given system. Examples include models of exercise, collective cell migration and
cognitive neural networks. Phenomenological models are typically derived either by considering what
might be the minimal set of equations to describe a particular behaviour, or by performing empirical
fits to data. The resulting models are generally quite simplistic in nature, with few parameters that are
then chosen to match the experimentally observed results.
Whilst this class of models cannot hope to fully capture the full range of biological behaviour, they
are very good for elucidating the mechanisms leading to certain phenomena. The nice thing is that the
universality of mathematics means that these mechanisms should also exist in biophysical models of the
same biological system. As such, phenomenological models help guide our thinking.
Which class of models you should use is dependent on the type of question you wish to answer.
For specific systems in which you know a great deal about the underlying processes, or ones in which
you wish to make verifiable predictions about a certain behaviour, biophysical models are best. If you
are unsure about the core mechanisms driving certain responses or are only interested in qualitative
behaviour, phenomenological models are generally more useful. Of course, these rules are not fixed, and
often it comes down to personal preference.

Figure 2: How top down and bottom up approaches are used in biological modelling. Left: The different
approaches cover all biological scales. Right: A specific example for a given organism2 .

Why should we use mathematical models?
Mathematical models are useful for a number of reasons and can be used in a variety of contexts. In
biological experiments, we often do not have access to every variable we would like to keep track of.
This might be because they require different imaging techniques that are incompatible with each other,
or simply because we cannot collect the volume amount of data we need. Other times, it’s not even
clear what we should be measuring. Mathematics can help overcome these problems.
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Mathematical models can track any number of variables There is no limit for the number
of things you wish to measure using models. This means that we can construct descriptions of large
numbers of cells, genes or organisms. Of course, the more variables we include, the more parameters we
have to identify and in general, this is not the best way to carry out modelling studies. Additionally, at
some point, we become limited by the available computing power.
Mathematical models can include processes we cannot observe There may be processes we
suspect are present in a system, but we cannot observe and thus quantify them. By building representations from first principles or through phenomenological modelling, these can be incorporated into a
mathematical description. This can then be used to assess the likelihood of this process being present.

Figure 3: In epidemiology, we can only ever observe a subset of the population. Furthermore, we typically
only know people are infected when they start displaying symptoms. As such, it can be difficult to understand
disease spread across the entire population. Using mathematical models, we can start to design public health
policies to overcome these issues3 .

Mathematical models are cheap and quick to simulate Once a model is constructed, it will be
a lot faster and cheaper to simulate than it will to run the equivalent experiment. This allows us to
perform many experiments in silico to test different hypotheses. Additionally, since no biological tissue
has to be used, they are, in some sense, more ethical than biological experiments.
Mathematical models can be used to predict behaviour Mathematical analysis allows us to
predict what kind of behaviour a system will support, even without simulating it. This is useful for
identifying how a system might behave under new conditions and provides testable hypotheses in such
cases.
Mathematical models can identify key mechanisms for specific behaviours By focussing attention on combinations of specific processes, we can calculate how much these contribute to observed
phenomena. This ultimately can be used to provide a description of the underlying mechanisms generating this behaviour and can subsequently be used to identify observables to confirm this in experiments.

Mathematics simplifies the system By predicting biological responses, mathematics can be used to
identify redundancies in a system. Through a process known as non-dimensionalisation, key parameter
groups for specific phenomena can be identified. This knowledge can be then used to design experimental
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Figure 4: A mechanism proposed by Alan Turing in 1952 regarding the generation of biological patterns has
recently been confirmed4 .

protocols that focus on these key areas. Most analysis of mathematical models is done in a geometric
sense. This greatly reduces the complexity of the problem and allows us to make firm statements about
which processes must be present for the system to function as it does.

Figure 5: Population growth, in spite of its many factors, can be modelled with one simple equation.

Mathematical models are fit for all scales Biological systems cover a vast range of temporal scales,
from biochemical reactions taking place over nanoseconds, to evolution taking place over generations,
as well an equally impressive array of spatial scales, from genetic regulation at the smallest scales to
epidemic modelling in a global setting. Mathematical models can be used to describe systems at all of
these levels, although mixing models across scales is a difficult task.
Mathematical models can aid decision making Given their predictive power and relative ease
to simulate, mathematical models can be used to aid decisions about which avenues to prioritise. This
could be deciding what experiment to perform next or even which pharmacological agent to investigate
for a given disease.
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Figure 6: Typical scales at which mathematical models are used5 .

How do mathematical models compare with statistical ones?
To the uninitiated, it is easy to confuse mathematical, or mechanistic models, with statistical ones. In a
general sense, the two have the same aim - to identify relationships between variables and observations
and both use equations as their basis for this. Where the two differ is in their approach.
Statistical models infer relationships by assuming simple interactions between variables and then use
data to calculate the likelihood of these existing within the biological system. This tells us if variables
are related to the observed behaviour. Statistical methods are useful when presented with large volumes
of data for a system for which you know few of the relationships or underlying mechanisms. Many of
you here will have used statistical models, perhaps unwittingly!
Mathematical models focus instead on mechanistic relationships between variables. The forms of
these relations need not be simple, making such models more flexible and adaptable. This tells us how
variables contribute to behaviour. Mechanistic methods are useful either for systems of small size or for
ones in which you have a reasonably good grasp of the underlying physiology and wish to investigate
specific mechanisms.
As with the distinction between biophysical and phenomenological models, which approach to adopt
is dependent on the type of question you wish to address and the type of data you have available. This
course focusses on mathematical models, because we want to understand mechanisms. Additionally, it
is easy to combine mathematical descriptions of different systems, for example coupling models of the
cardiovascular system with those describing metabolism.

Limitations of mathematical modelling
Of course, mathematical models are not the answer to everything. They are best used as a tool to help
understand biological processes; to shed new light on known phenomena and to test hypotheses in a
quick, cheap yet systematic way. Happily, there are plenty of tools to aid in the simulation and analysis
of models. Before moving onto those, we should first mention some of the things that mathematical
models cannot do.
Mathematical models can quickly become unwieldy It is tempting to use mathematical descriptions to model every single part of a biological system. After all, with a fully virtual system, you
can perform any experiment you wish, in theory. This is a common goal for many applications, for
example, the Human Brain Project6 , however, there are many pitfalls to this approach.
Mathematical models suffer from the curse of dimensionaility, that is, as the number of variables in
a model goes up, its complexity tends to increase exponentially. This means increased simulation time
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and decreased tractability. As the complexity of the model increases, it becomes harder to tell which
mechanisms are responsible for certain behaviours, or even if the model is a good match to the biology,
since observed phenomena could be reached in several ways.
The number of parameters within a model will always increase dramatically with the models complexity. These parameters generally need to be well matched to data, as differing values can lead to
vastly contrasting results. Experiments can pin down parameter values, but these may be lengthy and
costly to do and it may be simpler to just perform experiments to answer the original question than
to construct a mathematical model. To counteract this, a number of approaches to estimate parameter
values from data and assess the impact of biological variability are being developed.
Although modern computational power and available memory are increasing at a vast rate, we are
still significantly constrained by hardware capabilities. In particular for biological modelling, where
many thousands of simulations may need to be run, computations can be prohibitively expensive. The
advent of cheap parallel computing through graphics cards and multi-user high performance computers
are helping to alleviate these problems, but these are generally only useful for problems that can be
parallelised easily.
In short, best practice is to first develop simple models with few variables, rather than starting with
overly complex ones.
Biological systems are noisy Historically, mathematical models have typically been developed in a
deterministic manner. As such, they cannot account for variability between organisms or even variability
across different trials within the same organism. In some regards, this makes sense, since we are typically
only interested in averaged quantities, and there is little sense including extra details that serve only to
complicate matters (see the above section). Biological variability may also simply represent mechanisms
which have not yet been discovered or accounted for.
There are cases, however, in which it is important to account for biological noise, for example, when
considering small numbers of cells, specific ion channels, or networks for which noise attenuation or
amplification plays an important role. Thankfully, modern mathematics has offered ways to efficiently
simulate and analyse models incorporating noise. However, there are still many questions to be addressed: what form of randomness is appropriate for the current system and how strong is it relative to
deterministic mechanisms?
Models are wrong For reasons stated above, mathematical models are unlikely to ever account for
the full range of complexity present in biology. Ultimately, this means that they are wrong, in some
sense. Despite this, models can be still be useful if they represent core components of the true system.
When this is not true, incorrect models are generally debunked quickly after they are shown to be
incompatible with biological evidence.
Mathematical modellers are as prone to researcher bias as any other group, and sometimes incorrect
(or non-useful) models persist in the literature. For the experienced eye, this is usually not a problem,
but for people changing applications or entering the field, it can propagate the use of poor models. To
combat this, we must remain vigilant against such issues and critically appraise the models that we
come across.

What systems have been studied using mathematical models?
It would take far too long to go through all of the potential uses of mathematical modelling, so instead,
I will focus on a few representative examples.
Neural networks Electrical excitability in neurons is driven by the opening and closing of ion channels. Neurons are coupled primarily via synapses, which are small gaps between cells over which neurotransmitters diffuse and induce potential changes in the postsynaptic neuron. On average, the human
brain has around 90 billion neurons, each of which can be coupled to thousands of other cells. It thus
represents an incredibly complex biological system.
Both phenomenological and biophysical models can be used to understand how the brain works.
Phenomenological models have been used to understand how patterns of activity on the retina map to
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those on the visual cortex. These have subsequently be used to analyse the geometric visual hallucinations that can be induced via light flicker, psychoactive agents or by pressing down on the eyeballs. By
understanding the genesis of these patterns, we can learn more about how we process visual stimuli.
In the 1950s, detailed biophysical models of single neurons were developed by accounting for the
biochemical reactions that govern neural excitability. With the advent of modern computing power, the
Human Brain Project is attempting to create a virtual representation of the human brain by coupling
together models of this ilk under the mantra of, “If you can build it, you can understand it.” Meanwhile,
artificial neural networks have been used to develop algorithms to solve a variety of problems in computer
science. A particularly impressive application of these are pattern recognition algorithms.

Figure 7: Mathematical modelling can take mathematical descriptions of single cells7 (left) and use them to
build entire virtual brains, as is being attempted by the Human Brain Project6 (right).

Type 1 diabetes Type 1 diabetes is an autoimmune disease in which the insulin secreting beta cells
are selectively destroyed by the immune system. Without these cells, patients become dependent on the
lifelong administration of externally provided insulin. Whilst we understand some of the core genetic
components of the disease, the actual triggers and mechanisms of cell destruction remain a mystery.
By constructing mathematical models of the different cell populations associated with type 1 diabetes:
lymphocytes, macrophages and, of course, the beta cells, we can hope to understand how the disease
progresses, and importantly, attempt to find ways to slow or stop it once started.
One particular theorised treatment, which has been tested using models and has subsequently undergone phase I clinical trials involves promoting the proliferation of low avidity T cells to outcompete
high avidity thus slowing the disease. This is done by administering nanoparticles loaded with MHC.
Phenomenological models can be used to understand how the shape of the nanoparticles affects the
uptake by immune cells whilst biophysical models can then be used to predict how the disease dynamics
will change under treatment.
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Figure 8: Left: Mathematical model of an islet of Langerhans during the autoimmune response in type 1
diabetes. Right: Modelling approaches for predicting the efficacy of nanoparticle treatment8 .

Drug dose response An important step in designing pharmaceutical treatments is to predict how
the drug will affect the body and what the appropriate dose would be. This is particularly important
given the length and cost of clinical trials and because results from animal experiments are difficult to
interpret when predicting human responses.
Pharmacokinetic/Pharmadynamic models, or PKPD, for short, are mathematical models developed
precisely for this purposes. Pharmacokinetics capture how the body clears out the drug, whilst pharmacodynamics tell us how the body responds to the drug. These models describe complex interactions
between the drug and various metabolites in different tissues in the body and can predict the timescales
over which the drug should be effective.
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Figure 9: Left: The combination of pharmacokinetic and pharmacodynamics tell us the total effect of the drug
over time9 . Right: Typical tissue types that are included in whole body PKPD models.

Cancer Cancer research has seen a significant investment of both government and charity funding
and through this we have discovered a great deal about its development on a variety of spatial scales,
ranging from the genetic to the organ level. At each of these levels, mathematical models can be used
to better understand the core mechanisms.
At the level of gene regulation, biophysical models have been used to understand how p53 regulates the repair of damaged DNA. Detailed spatial models have been used to understand how proteins
interact with one another and are useful in the development of new drugs. At the macroscopic level,
phenomenological models have been developed to understand how both cancers and the vasculature
around them grow and how this ultimately leads to metastasis. Spatial models can also be developed
for specific cancers to aid clinicians in determining the margins for tumour excision.
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Figure 10: Left: Mathematical model of p53 structure and function10 . Right: A spatial model of a developing
lung tumour11 .

The modelling paradigm
In order for a mathematical model to be useful, it must be:
• A faithful representation of the true system
• Able to be analysed/simulated
• As simple as possible
• Constructed at an appropriate scale for the question
• Able to provide testable predictions above and beyond current knowledge
• Flexible and adaptable
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Figure 11: The mathematical modelling paradigm. Successful model development requires the generation of
hypotheses to test to iteratively improve the mathematical description of the system in question9 .

The development of a mathematical model is a lengthy process, involving many iterations and improvements. An initial model is developed using available data and existing knowledge. The model
is then used to provide hypotheses about which mechanisms are important for certain behaviour and,
alongside experimental collaborators, protocols are developed to test these hypotheses. After the experiment is completed, the model predictions are compared with the data and the model may be improved
to better capture the observed phenomena. This process is then repeated.
All models are wrong, but some are useful Mathematical models are never going to able to
account for all of the variability in a biological system. This is due to the inherent stochasticity in the
system, lack of knowledge about certain processes, the cumulative effect of many seemingly negligible
effects and because such complexity may make the model intractable. Note that this is true of all
modelling systems, not just biological ones.
This is, however, not the role of mathematical models. Simply representing the system as we know
it doesn’t tell us anything new about it. Instead, the model should be able to either a) test whether
our intuition about how a system behaves is correct, b) uncover new ideas about how a system operates
or c) make predictions about how interventions in a system will affect it. Remember the principle of
parsimony: “A model must be as simple as possible, but no simpler.”
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Our first model - the Brusselator

With preliminary discussions out of the way, we can now consider our first model - the Brusselator
system∗ . The Brusselator is an example of an autocatalytic system - it doesn’t represent any system
in particular, it is simply a prototypical example of a biochemical reaction. We assume that we have 6
chemical species which we shall label A, B, D, E, X and Y . The primary chemical we are interested in
is X, which enhances its own production through a reaction with another chemical Y . X can also be
produced from A and is itself converted to E and to Y when it reacts with B.
We assume that the reaction takes place in a well-mixed environment. By doing this, we are able to
focus on the overall amount of any of the substrates, since we can assume that the reactions have the
∗ For those interested in the name, it is a portmanteau of ‘Brussels’, where the model was developed, and ‘oscillator’,
for reasons that will become clear
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same rate in all parts of whatever container the reactants are in.

Reactions
The full set of reactions is given by.
1)

k

1
X
A −→

(2.1)
k2

2)

2X + Y −→ 3X

3)

3
Y +D
B + X −→

4)

(2.2)

k

k4

X −→ E

(2.3)
(2.4)

The positive constants ki , i = 1, . . . , 4 represent the rate of the given reaction. Note that in general,
these reactions are reversible, but we will here assume that only the forward reactions occur.

Law of mass action
We now need to convert (2.1)-(2.4) into a set of equations. We shall represent the amount in moles of
the relative species by their names. Note that we are only interested in the variables X and Y . The
other chemical species are simply to aid the reaction. The law of mass action (LMA) is the simplest
mathematical model describing chemical reactions. It states that: the rate of a chemical reaction
is directly proportional to to the product of the concentrations of the reactants. Most
mathematical models are concerned with rates of change of variables, since we are interested in dynamic
processes.
Applying LMA to (2.1), we obtain
Ẋ = k1 A,
where Ẋ is the rate of change of the concentration of X.
Similarly, from (2.2), we obtain
Ẋ = k2 XXY = k2 X 2 Y,
Ẏ = −k2 XXY = −k2 X 2 Y.
Since this reaction involves both X and Y , both of which are important to keep track of, we have two
equations. Note that, since the reaction results in the production of one additional X (in whatever
units) and the loss of one Y , the two reactions have opposing signs.
Equation (2.3) yields
Ẋ = −k3 BX
Ẏ = k3 BX,
and finally, (2.4) gives
Ẋ = −k4 X.

Mathematical model
To study the full system of equations (2.1)-(2.4), we then simply need to put all of the LMA equations
together, keeping the ones for Ẋ together and those for Ẏ together. For now, we will assume that all of
the reactions occurs with rate k1 = k2 = k3 = k4 = 1. We thus arrive at
Ẋ = A + X 2 Y − BX − X ,

(2.5)

Ẏ = BX − X 2 Y .

(2.6)

(1)

(3)

The subscript under the terms on the right
describes. This is the system we are going to
X and Y , keeping A, B, D and E fixed. By
as quickly as they are being used and that D
they are being produced.

(2)

(3)

(4)

(2)

hand show which of the equations (2.1)-(2.4) the term
simulate. Note that we are only interested in changes to
doing this, we assume that A and D are being supplied
and E are being cleared efficiently from the container as
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Simulating with xppaut
To simulate the Brusselator system, we will use the software xppaut † . Xppaut is a freely available
program, written by Bard Ermentrout, to simulate and analyse mathematical models. It requires an
X server to run, which thankfully is already installed on our computers. For use away from the lab
on a Windows machine Xming ‡ is a freely available X server available for download, for Mac users,
I recommend XQuartz § . Xppaut provides a graphical user interface (GUI) to a set of libraries for
simulating dynamical systems and for performing bifurcation analysis (which will be covered later).
For OSX and Linux, installing xppaut is as easy as downloading the appropriate binary, copying it
into an appropriate location and running it from the command line. For Windows users, there is an
installer package available from Bard’s website. If you have any problems running or installing xppaut
on your own machine, please let me know.
The program can be used using either the mouse or the keyboard. Clicking on the appropriate
buttons will perform the desired action. Alternatively, you can use keyboard shortcuts. Throughout
this guide, I will indicate in curved boxes what these shortcuts are. Generally speaking, the shortcuts
are sensibly defined and can significantly increase the speed at which you can use xppaut.
Throughout this tutorial, Bold and capitalised terms are instructions of buttons for you to press,
courier typed terms correspond to menus, prompts and windows on screen and [terms in square
brackets] indicate keyboard inputs.
For those that are interested the name xppaut comes from its two constituent parts: a part that
performs phase plane analysis and and a part that provides a front end for the bifurcation package
AUTO. We will cover both of these over the next two sessions. For now, let us focus on simulating our
Brusselator system.
Before we begin, we should first create a folder on your personal destkop to save the files that we
will be working with. Once this is done, you should be able to acccess them from anywhere on the
university network. Go to Computer in the Start menu and navigate to your desktop. Create a new
folder here and give in an appropriate name. This is the folder that we will work from throughout this
course. Any time you save a file, make sure it is in this folder. Next search for xppaut in the Start
menu, then drag and drop the XPPAUT object into your newly created folder. From now on, when
you start the program, you should do it from this folder.

† http://www.math.pitt.edu/

bard/xpp/xpp.html

‡ http://www.straightrunning.com/xmingnotes/
§ https://www.xquartz.org
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The ode file The code encompassing the dynamical system is stored in something called an .ode file.
For now, you should copy and paste the following into a text editor and save it in the desktop folder
under the name Brusselator.ode.
# Parameters
par a=1, b=1
# Initial conditions
init x=1, y=1
# ODEs
x’ = a + x^2*y - (b+1)*x
y’ = b*x - x^2*y
# Memory
@ maxstor=500000
@ bounds=1e7
# Solver options
@ dt=.05, total=60, meth=rk4
# Plotting options
@ xp=t, yp=x, xlo=0, xhi=60, ylo=0, yhi=5
done
Now start the X server by clicking on Xming Launch after searching in the Start menu. Click
Next until you get to the final screen and then click Finish to start the server. Once this has loaded,
drag the Brusselator.ode icon into the xppaut icon. Alternatively, click on xppaut in the Start menu to
start it and navigate to the Brusselator.ode file.
For Unix based users, after installation and starting the X server, you can also launch the Brusselator
model using the command:
$ ./Applications/xppaut Brusselator.ode
Once opened, you should be presented with something that looks like this:
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This is the main xpp window where all of the results will be plotted as you simulate a model. Pretty
retro, huh? In spite of its aesthetics, xppaut is a highly sophisticated program. Don’t worry about all
of the buttons you can see on the screen. We won’t need them all, and we’ll only go through what we
need. Let’s explore some of the things it can do.

Simulating a system
Before starting, we first note that simulating a dynamical system is also sometimes referred to as
integrating it. This is because the system is written as a differential equation and thus to solve it, you
must integrate it. Xppaut does this by forming a numerical approximation to the integral. The details
of this are unimportant, but it is useful to know the terminology.
There are a number of ways to simulate a system. They are all equivalent, and which you use is
down to personal preference.
Running a simulation

Click the IC (Initial Conditions) button to open this window:

This governs the initial concentration of the reactants X and Y . At the moment, they are both set
to 1. Click Ok to confirm this and then Click Go.
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KEYBOARD: Simply push I followed by G.

The main window should now look like this:

What you see on the screen is called a trajectory. This shows how the concentration of X changes
over time. There are equivalent trajectories for Y , as we shall see. Trajectories are the essence of
simulating mathematical models as they show us what kind of behaviour the model supports. This is a
fairly boring simulation since the value of X simply remains at 1 throughout. Let’s try a (slightly) less
boring example.
Return to the IC box and change the values for both X and Y to 0.
KEYBOARD: Note that xppaut has the rather unusual convention of using [ENTER] to move to
the next box and [TAB] to finish making changes and return to the main window.

After changing the initial conditions, Click Go again. The display should now look like this:
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We see that, because A can be converted to X, we still accumulate X until it reaches a value of 1.
It would now be useful to see how the concentration of Y is changing.
Plotting other variables A quick way to do this is to press the Xi vs t button. If you look at
the top of the main window, you will see that is now reads: Plot vs t: X. Replace X with Y and hit
[RETURN]. The plot of X against t will now be replaced with:
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KEYBOARD: Press [X] to instigate the same change. You will still have to replace the variable
name X with Y at the prompt.

Note that the text at the top of the plot has changed from X vs T to Y vs T.
A slightly lengthier way of achieving the same goal is to Click Viewaxes then 2D to bring up the
following window:

KEYBOARD:.Press [V] followed by [2] to open the same window.

Here, you can choose which variables are plotted on each axis. You can also set the plotting bounds
in this window. Note that T is always the variable representing time and that xppaut doesn’t distinguish
between lower and upper case characters.
It would also be useful to plot both X and Y on the same axis. Let’s see how to do this.
Plotting more than one variable on the same axis We currently have a graph in which Y is
plotted against t. We want to add the X dynamics to this same graph. Click on Graphic stuff and
choose Add curve. This will bring up a window that looks like this:
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Now change to Y-axis variable from Y to X (ignore the Z-axis prompt, it makes no difference to
a 2D plot). In order to be able to tell the difference between the two curves, so we should change the
second curves colour. We do this be changing the colour value to be non-zero. For now, set the Color
field to 1 and Click Ok¶ . The main window should now look like this:

The red curve now represents the X dynamics. The name of the plot will always be the primary
variable that has been plotted (in this case Y ). Note that, each time you simulate the system, both X
and Y will now be plotted. To test this, we first need to clear the screen.
KEYBOARD: Press [G] then [A] to bring up the Add curve window.

Erasing the plots
clear the window.

This is as simple as Clicking the Erase button on the main window. This will

KEYBOARD: Press [E].

We can now replot the curves either through the IC window, or by Clicking Initialconds in the
main window followed by Clicking Go (KEYBOARD: [I] then [G]).
Removing curves We might not always want to plot all of these curves, so it’s useful to know how
to remove them. Click on Graphic stuff again, to open the submenu. There are two useful options:
Remove all removes everything but the primary plot (indicated by the graph title), whilst Delete last
deletes the last added plot. You can continually use the Delete last option if you want until all other
curves are removed.

¶ You can also change the line type by changing the numeric value in the appropriate field. This is useful if you have
to produce black and white plots.
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KEYBOARD: Press [G] to bring up the Graphic stuff submenu, followed by [R] to remove all curves
(except the primary one) or [D] to delete the last added plot.

So far, the overall dynamics we have seen are fairly trivial. We’re now going to explore how changing
parameter values can lead to more interesting behaviour.
Changing parameter values Click on the Param button at the top of the main window to open
another window that looks like this:

We see that there are two parameter values that we can change, corresponding to the constant
values of A and B. Note that, since D and E do not play any role in the active reactions, they are not
parameters here.
Change the value of b to 2 and Click Go. You should now be presented with this:

KEYBOARD: Press [P]. You should see a prompt at the top of the main window: Parameter: .
Type [B] and hit [RETURN] to select the B parameter, then enter [2] followed by [RETURN] to
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set its value. Finally, press [I] followed by [G] to simulate the system.
It is a little hard to see what’s going on here since the plotting range is not big enough to include
the curves. Let’s fix this now.
Changing the plotting range We have already seen how to change the plotting range when we
choose which variables to plot (reminder: Viewaxes then 2D). There are two other quick ways to change
the plotting region.
Click on the Window/zoom button in the main window. The easiest way to quickly set an
appropriate plotting range is to Click Fit. The graph should now look like:

Much better! In the Window/zoom menu, there are a few other nice options. One is the Zoom in
option, which allows to to choose the plotting region by dragging an area with your mouse. The Zoom
out option is functionally the same. The Scroll option allows you to navigate around the plot using
your mouse by clicking and dragging.
KEYBOARD: Press [W] to bring up the Window/zoom submenu then [F] to automatically fit an
appropriate plotting region, [Z] to drag an area to plot or [S] to move around the plot using your
mouse.
It looks as if we have found parameter values for which the model supports oscillatory solutions
(hence the name). To test this, we need to simulate the system for a bit longer.
Changing the simulation time The quickest way to do this is to simply continue the current
simulation. To do this, Click Continue from the main window, change 60 to 200 at the prompt and
hit [RETURN]. It’s not clear that anything has changed yet because we haven’t altered the ploting
region. Do this by selecting Window/zoom and then Fit. The plot should now look like this:
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KEYBOARD: Press [C] to bring up the prompt, change 60 to 200, then hit [RETURN] to continue
the simulation, then press [W] followed by [F] to change the plotting region.

Note that we haven’t actually changed how long the simulation is, we have just continued the original
one. To change the simulation time, Click on nUmerics, to bring up a new submenu, then click total
and change 60 to 200 as before, pressing [RETURN] when done. To exit the nUmerics submenu, you
will need to hit [ESC]. Verify that we have correctly set the simulation time by clearing the plot by
Clicking Erase, then Initialconds and finally Go. The main window should now look as it did before
we cleared it.
KEYBOARD: Press [U] then [T] to bring up the prompt to change the total integration time.
Remember to hit [ESC] to exit the nUmerics submenu.

An alternative way to naturally extend the length of a simulation is to use the state and the end
of the current simulation as the initial state of a new simulation. To do this, first clear the plot using
Erase, then Click Initialconds, followed by Last to produce:
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KEYBOARD: Press [E] to clear the plot, then [I] followed by [L].

Now that we have produced some plots, it would be useful to start saving some data. First, we will
learn how to save a figure.
Saving a figure To save the current plot in the main window, click Graphic stuff then Postscript.
This will first open a window in which you can set a variety of options, such as the font for axis labels
and whether to use colour or not. The default settings are fine for us, so Click Ok to bring up this
window:

Leave the Wild heading as it is. The File heading indicates what name the figure will be saved
under. Using the buttons on the left and the <>. (current folder) and <>.. (one folder up) options,
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you can navigate around your computer, or simply type the full path into the File tab. For now, let
us again use the default options and Click Ok. Now check the current folder and load the .ps file into
any viewer to check that it has worked.
KEYBOARD: Press [G] to bring up the Graphic stuff submenu, followed by [P] to bring up the
window with the to save the current plot.

There is an option within the Graphic stuff submenu to save the actual data points to a text file,
so that you can plot the figure externally. However, there is a better way to do this.
Saving the data points From the main window Click on the Data button on the top line. This
will open up a window with all of the data points in the current simulation:

Click Write to bring up a window similar to the one we encountered when saving the figure. Again,
leave the Wild settings as they are (.dat) and change the File tab to something sensible. Click Ok to
save the data and finally, Click Close in the data window to close it and return to the main window.
You can now load this file into any text editor or plotting program to manipulate or plot the data.
Finally, we can save the current settings to load back into xppaut at a later time.
Saving the session Click File, followed by Write set to bring up another window with options to
save the session data. Note that the Wild tab now now reads .set. This is the filetype that xppaut
uses to save all of the information needed to restart from the current point. Again, choose a sensible
filename and Click Ok to save the session.
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Next time you load xppaut, you can navigate again to the File submenu and Click Read set then
choose the appropriate session file by clicking on it in the window that appears.
KEYBOARD: Press [F] followed by [W] to bring up the window to save the session data. Press [F]
followed by [R] to bring up the window to load the session data.

We are now done with our first example, so let’s close the program.
Quitting xppaut Click File followed by Quit to close the program. It will ask you if you are sure,
so unless there’s anything else you want to do, Click Yes to close the program. You can also close the
Xserver if you wish, but you might want to leave it open if you plan to use xppaut again in the near
future.
KEYBOARD: Press [F], followed by [Q] to quit the program.

3

Predator prey dynamics

Now, let’s look at a different example at a larger scale. As we learnt in the Lion King, the circle of
life governs all things. An important part of this is the action of a single predator on its prey. Of
course, one could argue that focussing on a single predator-prey interaction is a gross simplification
of a real ecosystem, which involves a multitude of species and interactions between them; such is the
variety of life. However, the properties of the reduced system are essentially common amongst all such
predator-prey pairs. In fact, the model for this system has enjoyed success in describing many other
situations including neural networks, opinion preference and game theory. Such is the variety of maths.

The Lotka–Volterra model
The Lotka–Volterra model12,13 is a simple, phenomenological model of the interaction between a single
predator species and a single prey species. Like the Brusselator model, it was originally formulated
as a model of an autocatalytic chemical reaction, but was extended to ecosystems a decade later. In
particular, it was used to describe the interaction between a herbivore and a plant, and in some sense,
this is the system that the model most accurately describes. Feel free to insert any predator-prey pair
you wish.
For now, let us assume that our predator is a population of rabbits, and our prey is grass. We shall
denote the number of rabbits by x and the amount of grass by y. In our description, we shall assume
that these are continuous (as opposed to discrete) variables. At first, this may seem a little strange
- how can you have half a rabbit? This description does, however, become valid when the amount of
rabbits and grass is large enough relative to size of our region of interest. We then think of the variables
as representing the density of the two species over this region (rabbits per square metre, for example).
This is the approach adopted by most mathematical models.
We first assume that, in the absence of other things, the grass grows at rate proportional to the
current amount. This is known as exponential growth. Specifically, we assume that this rate is scaled
by a positive constant α, so that
ẋ = αx.
We then assume a single rabbit eats a single patch of grass at a rate β. Taking into account all of the
rabbits and all patches of grass, the loss of grass caused by predation is given by
ẋ = −βxy.
We do not account for the natural death of grass, since we assume that the rabbits will eat the grass
much faster than it dies on its own.

26

In a similar fashion to the grass, the rabbit population will also grow, however, this is critically
dependent on the availability of food. When the supply of grass is low, the rabbits won’t breed. We can
thus describe the feeding induced rate of rabbit breeding by a similar equation as the one above:
ẏ = γxy.
note that the constant scaling this rate is not β. This is because the rate of rabbit population growth
is not typically equal to the rate of consumption of grass by the rabbits.
Finally, we assume that rabbits die naturally at a rate δ, so that the rate of death of the entire rabbit
population is given by
ẏ = −δy.
Just as for the growth of the grass population, this describes as exponential process, except this time
the population is decaying rather than growing.
This completes the model description: grass grows, rabbits eat grass, rabbits breed, rabbis die. This
is summarised in this simple model
ẋ = αx − βxy,

(3.1)

ẏ = γxy − δy.

(3.2)

the rates α, β, γ and δ, together with the initial conditions thus fully govern the model behaviour. Now
that we’ve finished describing the model, it’s time to see how it behaves.

Simulating the Lotka–Volterra model
Copy and paste the following into a text editor and save it as LotkaVolterra.ode.
# Parameters
par alpha=1.5
par beta=1.0
par gamma=1.0
par delta=3.0
# Initial conditions
x(0)=10
y(0)=5
# ODEs
x‘ = alpha*x - beta*x*y
y‘ = gamma*x*y - delta*y
# Options
@ bounds=100000000, total=20, meth=rk4, dt=0.01
@ xlo=0, xhi=20, ylo=0, yhi=14
done
Simulate the model and add the graph for the predators, y, to obtain the following:
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Save this plot with an appropriate filename. Experiment with different parameter values to see how the
two populations change over time. What can you say about the relationship between them?
Now try changing the initial conditions to see if you can make both populations extinct. What do
you notice?
Change the plot so that the predator population is plotted against the prey population. After changing the plotting region and using the original parameter and initial values, you should have something
that looks like this:

In the Initialconds submenu, there is an option Mouse. Select this and double click on the plot in
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the main window. You should see a trajectory appear. Selecting this option chooses initial conditions
based on where you click. This works because the system only has two variables and both of them are
in the current plot. This won’t work, however, for systems with more than two state variables or when
the plotting window has time along the x-axis.
It is a bit painful to have to keep selecting the Mouse option every time you want to change initial
conditions. Happily, there is a way around this. Back in the Initialconds submenu, click the mIce
button. Now, every time you click on the plot, a new trajectory using those initial conditions will
appear. You can press [ESC] at any time to exit this mode and return to normal operation. What
do you notice about the populations now? Does this help you in understanding about making both
populations extinct?
Save whatever plots you wish with an appropriate filename. Finally, save the session file as LotkaVolterra.set, quit xppaut and close the Xserver.

4

Neural modelling

The development of biophysically realistic models of neurons in the 1950s7 , revolutionised mathematical
neuroscience. Since then, almost all biophysical models of neurons have followed the same formalism
adopted in the seminal papers by Hodgkin and Huxley. The Hodgkin–Huxley model is based around
translating the biological system into an equivalent electrical circuit and then representing this as a
system of equations.
In the equivalent circuit, the cell membrane acts as a capacitor, separating charged ions from the
outside and inside of the cell. Ion channels allow specific charged ions to pass through the cell membrane,
inducing a current to flow across the membrane, with resistance dependent on the current membrane
potential. Finally, electrochemical gradients act to drive the membrane potential to an equilibrium
known as a Nernst (reversal) potential, which is different for each ionic species. These potentials
generate an electromotive force and are thus represented as batteries (cells) in the equivalent circuit.
Since ionic species has its own Nernst potential, there is one battery for each one that is modelled.
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Figure 12: Equivalent circuit diagram of the Hodgkin–Huxley model of a neuron.

The original Hodgkin–Huxley model actually described the dynamics of the squid giant axon, which
is large enough to be seen by the naked eye. In spite of it being a model of a squid, the same principles
apply to describing human neurons as well as many other kinds of electrically excitable cell. The model
describes the action of sodium and potassium channels together with a leak channel to account for all
other ionic species. These represent a kind of minimal system for the generation of action potentials:
rapid depolarisations, followed by repolarisations of the cell membrane, which are considered to be the
primary vehicle of neural encoding. In models since, many other channels have been included in models,
including different types of potassium channel, as well as chloride and calcium channels.
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The full Hodgkin–Huxley model includes 4 state variables: the membrane potential and three gating
variables that describe the fraction of sodium and potassium channels that are in an open configuration.
Rather than go through the full Hodgkin–Huxley model, we will instead consider a two dimensional
variant of it: the Morris–Lecar model, which was itself developed as a model of barnacle muscle fibre.
The style of the Morris–Lecar model is the same as the Hodgkin–Huxley, and has become popular in its
own right due to its simplicity and the wide range of dynamical features it supports.

The Morris–Lecar model
The Morris–Lecar model14 incorporates voltage-gated potassium and calcium channels as well as a leak
channel, which accounts for all non-modelled ionic species. In a similar fashion to the Hodgkin–Huxley
model, we can draw an equivalent circuit for the model:
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Figure 13: Equivalent circuit diagram for the Morris–Lecar model.

Now that we have cast the biological system in terms of an electrical circuit, we can formulate the
system in terms of equations. We have that
C V̇ = Q̇ = I,
where C represents the capacitance of the cell, V is the membrane potential, Q is the charge across the
cell membrane and I represents current. We can now apply Kirchoff’s law to balance the currents in
the Morris–Lecar model to give
C V̇ = ICa + IK + IL + Iapp .
The Iapp term represents applied current, that might arise, for example as part of a stimulation protocol
in an experiment. Now, let us consider the equations for the currents.
The calcium current is described by the following form
ICa = gCa m(V ) (VCa − V ) ,
In the above, gCa represents the conductance of the channel, VCa is the Nernst potential for calcium
and m is a gating variable that represents the fraction of open calcium channels, which is a functionally
dependent on the membrane potential:
m(V ) = (1 + tanh ((V − V1 )/V2 ) /2.
It is not important to remember the details of this equation - it is far better to remember what it looks
like:
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Essentially, what this means is that as the cell depolarises, the voltage-gated calcium channels open,
whilst when the cell is hyperpolarised, the channels are mostly closed. When open, the action of the
calcium channels is to drive V towards VCa at a rate governed by gCa .
The potassium current is described by a similar equation:
IK = gK w (VK − V ) .
Functionally, this is the same as for the calcium channel, except m has been replaced by w. The
dependence of w on V is not immediately clear. Actually, it is a variable in its own right, and we must
write down an equation for it. It is given by
ẇ = φ(w∞ (V ) − w)/τ (V ).
This equation looks a little strange, but all it really does is govern the rate at which the potassium
channels open. For the calcium channels, we do not need this since we assume that they open and close
instantaneously. The function w∞ plays the same role as m and takes the same functional form
w∞ (V ) = (1 + tanh ((V − V3 )/V4 ) /2.
The rate at which the channels open is also dependent on V through the function τ :
τ (V ) = 1/ cosh [(V − V3 )/(2V4 )] ,
whilst the parameter φ sets the overall timescale of the process.
We assume that the leak channel is always open, so it takes the relatively simpler form of
IL = gL (VL − V ) .
This now completes the description of the Morris–Lecar model, aside from the parameters. We will now
explore the different behaviour of the model.

Simulating the Morris–Lecar model
We will now use xppaut to simulate the model. Copy and paste the following into a text editor and save
it as ML.ode.
# Parameters
par gca=4.4,gk=8,gl=2
par v1=-1.2,v2=18,v3=2,v4=30
par vl=-60,vk=-84,vca=120
par phi=0.04,iapp=0.0,C=20
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# Initial conditions
v(0)=-60
w(0)=0
# Helper functions
m(v)=.5*(1+tanh((v-v1)/v2))
winf(v)=.5*(1+tanh((v-v3)/v4))
tau(v)=1/cosh((v-v3)/(2*v4))
# ODEs
dv/dt=1/C*(iapp+gl*(vl-v)+gk*w*(vk-v)+gca*m(v)*(vca-v))
dw/dt=phi*(winf(v)-w)/tau(v)
# Simulation options
@ total=500,ylo=-80,yhi=70,xlo=0,xhi=500
@ bounds=10000000,meth=rk4
done
Open xppaut and load the ML.ode file. Run an initial simulation to produce this curve.

The resting state of a typical neuron in the absence of any external input is around -65mV, which is
where our modelled neuron currently sits. Now, let’s do some in silico experiments. We will follow the
mathematical equivalent of a current clamp protocol experiment, in which we fix the inward current
and observe how the cell’s membrane potential varies.
Vary the parameter iapp in steps of 10 nA up to 60 nA to observe how the steady state voltage
changes. You should end up with a graph that looks like this:
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Save this plot to your desktop as MLstep.eps. A key way to quantify neural response is through the
I-V curve, which relates the steady state voltage to the input current. See if you can quantify this
based on the curves on the screen. Note that if you click on the graph in main window, it will give you
the coordinates of the point you clicked on. You can find this information at the bottom of the main
window. Remember that the voltage is plotted on the y-axis.
The Range option in the Initialconds submenu will allow you to do multiple runs at once. As a
bonus, see if you can figure out how to use it. Note that the use Use old ic’s option should be set to
Y. You can also explore what happens if you vary the color option.
Keep increasing iapp and run simulations until you generate oscillatory activity:
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These are action potentials, or using their more colloquial name, spikes. These are the lynchpin of neural
communication and believed to be the primary way that neurons transmit information. Save this plot
to your desktop as MLosc.eps
Now, decrease iapp again and see if you can figure out the minimal current required to generate
action potentials. In mathematical terms, we call this a bifurcation point. It tells us where the qualitative
behaviour of our model changes. Another useful way to quantify neural behaviour is to examine how
the frequency of spikes changes as the input current increase.
Try a few different values of iapp and see if you quantify how the frequency of spikes changes. As a
reminder, you can click on the screen to get xppaut to output the current coordinates at the bottom of
the main window. Keep increasing iapp until you no longer see action potentials. Here, the current is
so large that the spike generating mechanism of the neuron no longer works, hence no action potentials.
Neurons can still produce action potentials even if the input current isn’t large enough to generate
repetitive firing. Switch iapp back to 60n nA and set the initial conditions to V: -30, W: 0 then run
a simulation: It is a little hard to see what is going on here, so we need to change the plotting region.
Setting Xmax to 20 should do it:
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Decrease the initial value of V until you no longer observe an action potential. This is related to the
notion of a threshold. Any transient input that raises V beyond this value will elicit a spike from the
neuron. Decrease the value of iapp and see how this changes the threshold value. What do you observe?
Save this session as MLsession1.set.
Next, change the following parameters to the indicated values.
phi
0.067
gca
4
v3
12
v4
17.4
iapp
0
and reset the initial conditions to V: -60, W: 0. Set the Xmax option in the plotting region window
back to 500.
Repeat the experiment increasing iapp until you observe repetitive action potentials. Record the
value of iapp for which you first observe spikes, and quantify how the frequency of spikes is dependent
on iapp. Do you notice a difference between these results and those from the first set of parameters?
Save the current session as MLsession2.set then set iapp=0 and phi=0.23. Repeat the step current
experiment one last time and once again quantify how the frequency of action potentials varies as
iapp changes. Can you identify any similarities and/or differences between this and the two previous
experiments? Save this session as MLsession3.set and quit the program. In a future session, we will
discover an easier way to quantify these relationships using xppaut.
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